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Open Computing Language

A Initially developed by Apple Inc. and proposed to Khronos
Group in 2008.

A Open and Royalty-Free.

A The open standard for parallel programming of
heterogeneous multi-core systems.

A An explicitly parallel programming language
A Anatomy of OpenCL
I OpenCL Language

A Subset of C 99 language extension
A built-in functions

|OpenCL Runtime

e
>

:Ew2: | A platform APIs

w2 | A runtime APIs 3




AMultiple distinct address OpenCL Model
spaces

- Address spaces can be

collapsed po Brivate

P rivaite
Memory Mamory

- Address gqualifiers
- __private
- __local
- __global

- __constant

AKernels
- The host program invokes a
kernel over an index space Host Memory

called alNDRange

- A single kernel instance at a
point in the index space is
called awork-item

- Work-items are grouped into

WOI'k-gI‘OUpS Revised based omn n /
OpenCL , S| GGRAPH2O0C

‘Work-lism ‘Work-ltem




kernel.cl

{

N

__kernel void add(

__global float *a,
__global float *b,
__global float *c)

int gid = get_global_id(0);
c[gid] = a[gid] + b[gid[;

int main()

{

~

int a[100],b[100],c[100];
int size = 100

for(i=0;i<size;i++)
C[I] = a[|] + b[l],

return O;

/

OpenCL Sample Code

main.c

/I Devie€ nitialization
clGetDevicelDgplatform, CL_DEVI(Q

LL);

into character array

}

int main()

{

| o &ernelxlr ®)g;r am_sour
reateProgramWﬂhSourceécontext 1 \

Prepare memory object

/I Device teardown
clFinish(queue);

OpenCL Runtime

int a[100],b[100],c[100];
int i, size = 100;
runCL(a, b, c, size);
return O;

C €
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Thesis: OpenCL for Mulkcore DSP System

1. Challenges in OpenCL support for embedded multi
core systems?

2. Can SIMD features of OpenCL help with VLIW
DSP with distributed register files?




Target Platform

[ Local ][ Local ] //[ Memory Subsystem ]\
MPU Memory Memory | .- N N : N |

[ Dspo | [ psP1 | c‘ b
< - BusSystem . > [Unit] kUnit][Unit, _Unit J{_Unit
i NGk sinaial anan
DDR2 Memor “\‘ RF RF RF RF RF RF RF
y \“gl_gf,_t:e_r__o__/ . Cluster 1 N Cluster 2 _y
(a) (b)
A 3 Cores SoC A PAC DSP
I ARM926EJS x 1 I 5-way issue VLIW
I PACDSP x 2 I 3 clustered processing
A Shared memory ~ Units -
| architecture I Dlstrlb.uted register file
AR | SIMD Instruction set




Clustered Data Patnh and

Distributed Register File
- Evaluation Result

Compare with Centralized Centralized R
Register File J T ;
¢ Area: 76.8% area are e )
FUJ[FUJ---‘FU
saved . )
¢ Access Time : 46.9% Partitioned RF
access time are saved KA )
FU ‘ [ FU | =-+ | FU
Complexity Area (um’) | Gate Count | Delay(ns)
Centralized f(8.6,32,32) 383,157 52,488 1.91
| Distributed & ping-pong | fppp (32, 32) = 8%/ (2,1, 4, 32)+g’ppp 167,272 22,925 1.69

From ITRI STC




Limited Connectivity

Perhaps the most severe obstacle to compiler optimizations is that DSP registers are
only partially connected to functional units. Although this is true also for clustered
VLIW architectures, the difference is that a clustered VLIW still assumes the individual
units within a cluster to be fully interconnected with the cluster register files. Hence, a
compiler can deal with clustering through a separate assignment phase, as we discuss
in Section 8.2.6. DSP registers are usually tied to a specific subset of units, and data
transfers are controlled by special operations. Yet again, this philosophy enables a more
size-conscious encoding, in that only certain operations can access certain registers.

e beddod AHeterogeneous Registers
Computing AAddressing Modes
UL s i ALimited Connectivities

ALocal Memories
AHarvard Architecture
ASub-word/SIMD Performances




SIMD Features of PACDSP A

A Subword instructions

] ] full-word half-word  quarter-

I short vector instructions (32-bit) (16-bit) word (8-bit)
that operate data in 1 1 1
separated parts ! 1 1111
add Y  one 32bit add 2 I 2 T 1 2 TT711
add.d Y two 16-bit add rd rd rd

add.qg Y  four 8bitadd

A Permutation instructions  swap2rd,rl unpack2rd, rl permh2rd, rl, r2, #1, #2
I diverse instructions for rllH|L rifH[L] rifofz1]r2[2]3

reordering data in registers >< rd+1 / r&_ """*f::.;:::Ef':%'{.'::::;..“..;::::1’{.-3'?,::::;:1"""‘

A Parallel instruction issuing {Scalar, LSU, ALU,LSU, ALU}

o L Bsue l#]p to tW€mU|tIp|y or | { nop , nopmpy, nop ,mpy}
/ |ve -other operations per cycle { add . add, add, add, add }
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ased on Open64 compiler PACDSP Comp”er
VLIW DSP compilers for distributed Source C
_ _ ce Codes
register files , [
A PALF scheduling policies for ILP L FrontEnd
(CPC 2006) ———
| . . |
A GRA scheme for distributed register | Lol Opimzer (PA WOPLING.)
files (CPC 2007) :’_l___Zo;cri_ug_fande?k;ic;;n;s;___r:
A SIMD compiler optimizations + :: T — :l
intrinsics/extrinsics 1 ol Flow Optimizaton K
: L | N - I
A Copy propag_atlons for distributed || Foop Optimizz — I
register architectures (LCPC 2006) New Phase for || W Contol Flow Optmizatn I
A Register spills among distributed PACDSE I EEg I
. LC-GRFA
register banks (CPC 2009) Specially Tured N Glonal Schotling (Before R |

***** Ported [or Targel ERO Post Process

Dispatch Unit
Interrupt
Handler

Program Sequence i
Control Unit Const |

I Memory Subsystem | for P‘:\L‘ D::‘SP GRA
r PALF-LRFA I SA-Based LRFA
, uster . , uster . LLRA

vy Dependency

|
[
L t |
: | Global Scheduling (After RA) |
Accelerators I | LOCﬂl InSmlCﬁon Schcduling |
E . | _—
QOriginal Phases of | ¢l Global Code Motion |
[
| |
| |

OPENG4 Low-Power;Dplimization

Code Emition

Customized

DSP Kernel unction Units
L o i e Assembly Codes 12

| Bus Interface Unit




Key Compiler Technologies

A Traditional VLIW compiler assuming flat shared register files
A Analogy:
A Distributed Memory Compiler vs. Shardemory Compiler

Technologies

A VLIW DSP compilers for distributed Register Files

A PALF scheduling policies for ILP (CPC 2006)

A SA-based scheme for ILP (LCPC 2005)

A GRA scheme for distributed register files (CPC 2007)

A Copy propagations for distributed register architectures (LCF
2006)

_A Register Spills (CPC 2009)
- A 8|MD compiler optimizationg CPC 2010)
“i“A’Enable compiler + intrinsics/extrinsics




Mapping PAC DSP to OpenCL
Framework

""""" " i~ | Work-group ‘ DSPO 1

L L
Work-groups Work-items
A OpenCL organizes tasks into A Map a workgroup
work-groups. to a DSP.
A Each workgroup contains work A Map a workitem to
items. a cluster in the DSP,
I Each workitem is independent 1 Cluster-aware
to each others. Work -item
A A work-item uses vector data Dispatching
types to further express A Map vector data
parallelism. types to SIMD
Instructions of PAC
DSP.




OpenCL Compilation
Flow for PAC Duo

& *Work -item Coalescing =
gid = get_global_id(0);

Serialize workitems to Clgid] = Algid] + Blgid];
\avoid context switching. A l

/ Cluster-aware Work-item

: _ for (i=0; i<4; i++) {
Dispatching gid = get_global_id(0);
Transform each statement Clgid] = A[gid] + B[gid];
with cluster intrinsic to }
explicitly dispatch work
\ltems to clusters. J !

for (i=0; i<4; i+=2) {
gid = get_global_id(0);

v

Source Codes

— L

FrontEnd

—_—

\ gid2 = get_global_id(0) + 1;
Cloid] = __ builtin_c1_add(A[gid], B[gid]);
Clgid2] = __ builtin_c2_add(A[gid2], B[gid2]);

I Sourceto-source Transformation:
I *Work-item Coalescing: Clang

:_Clusteraware Workitem Dispatching: *Cetus

Nl

Lowering / Code Selection / Intrisic
Hyperblock Formation / If-Conversion
EBO Pre Process
Control Flow Optimization

Loop Optimization [ CI0 ]
Unroll

=
o

Control Flow Optimization
EBO Process
LC-GRFA
Global Scheduling (Before RA)

PALF-LRFA SA-Based LRFA

ko

EBO Post Process
Global Scheduling (After RA)
Local Instruction Scheduling
Global Code Motion
Low-Power Optimization
Code Emition

. , et al, AAn OpenCL Framework for Heterogeneogg gﬂ‘:tiwcores wi t
*S. Lee, etal A G @&rn Bxtensible Compiler Infrastructure for SoutceSour ce Tr ansf or mati on, Ssq1 éyé‘@d@‘@



,> Build
, CRTA-DDG

PALF Register Allocation Scheme

Maximal
Localization

Register File
Assignment

Ping-pong
= Register Bank
Assignment

Post-pass

= Register ¢

Allocation

Communication
Code Insertion

Cluster
Assighment

2-Cluster Code?

A Ping-pong Aware Local Favorabl¢PALF)
i C To allocate local RF first

t

i C To assign pingpong banks for minimizing interference
A PALF determines RF allocation, then applies usual register
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Cluster Intrinsics Compiler Flow
-- Modeling SIMD Computation

A We take advantage of SIMD knowledge to provide solutions
to data accessing problenmsSIMD programs

~

I A SI MD wor kl oad are i ndependent
| 1T kely to be scheduled with eacl

A We decompose SIMD computation into three components

I Data stream operations _ _
a set of similar and independent operations on different data sets

I Data sharingdata shared by multiple data stream operations
I Data aggregatiamresults to be merged from data stream operations

(c) data aggregation
17




Cluster Intrinsics Compiler Flow:
ata Replication for SIMD Programs

A Data accessing conflicts duedata sharingndrestricted data
access

I Some data are requested to be at different banks

HELTE ’
ARSI

- H
- sesnmans
‘tiasssssmsspammEmEEEEEE

I Data communication or replication is necessary for parallel accessing
A CommunicatiorY insert communication just before use

A ReplicationY communicate data in advance or generate a copy rather tha
communicate it

___1_To solve data accessing conflicts,
A Both local and global data should be considered

x| AA cost model to estimate Acommuni
N Is demanded 18




Example:

BitonicSort

Original CL C:
kernel void void bitonicSort(__global uint * theArray,
const uint stage,
const uint passOfStage,
const uint width,
const uint direction) {
uint threadld = get_global_id(0);
uint sortincreasing = direction » ((threadld>>stage)&1);
uint leftld = (threadld&mask_pd) + ((threadld<<1)&mask);
uint rightld = leftld + pairDistance;
uint leftElement = theArray[leftld];
uint rightElement = theArray[rightld];
uint cse = ((0 - sortincreasing) >> 31) &
(leftElement " rightElement);

theArray[leftld] =(cse » max(leftElement, rightElement));
theArray[rightld]=(cse * min(leftElement, rightElement));

After Cluster-aware Work-item Dispatching

for (__i=0; __i<__local_size[0]; __i+=2){
uint threadld = get_global_id(0);
uint threadld_c2 = (get_global_id(0)+1);

uint sortincreasing = __builtin_c1_xor(direction, (threadld>>stage)&1);
uint sortincreasing_c2 = __builtin_c2_xor(direction, (threadld_c2>>stage)&1);
uint leftld = __ builtin_c1_addu(threadld&mask_pd,

(threadld<<1)&mask);
uint leftld_c2 = __ builtin_c2_addu(threadld_c2&mask_pd,
(threadld_c2<<1)&mask);
uintrightld = __ builtin_c1_addu(leftld, pairDistance);
uint rightld_c2 = __builtin_c2_addu(leftld_c2, pairDistance);
uint leftElement = theArray[leftld];
uint leftElement_c2 = theArray[leftld_c2];
uint rightElement = theArray([rightld];
uint rightElement_c2 = theArray[rightld_c2];
uint cse =(__builtin_c1_neg(sortincreasing)>>31)&

__builtin_c1_xor(leftElement, rightElement);

After Work -item Coalescing

for (__i=0; __i<__local_size; __i++) {
uint threadld = get_global_id(0);
uint sortincreasing = direction ~ ((threadld>>stage)&1);
uint leftld = (threadld&mask_pd) + ((threadld<<1)&mask);
uint rightld = leftld + pairDistance;
uint leftElement = theArray[leftld];
uint rightElement = theArray[rightld];
uint cse = ((0 - sortlncreasing) >> 31) &
(leftElement " rightElement);

theArray[leftld] =(cse » max(leftElement, rightElement));
theArray[rightld]=(cse * min(leftElement, rightElement));

uint cse_c2=(__builtin_c2_neg(sortincreasing_c2)>>31)&
__builtin_c2_xor(leftElement_c2, rightElement_c2);

theArray[leftld] =__builtin_c1_xor(cse,
__builtin_c1_maxu(leftElement,
rightElement));
theArray[leftld_c2]=__builtin_c2_xor(cse,
__builtin_c2_maxu(leftElement_c2,
rightElement_c2));
theArray[rightld] =__builtin_c1_xor(cse,
__builtin_c1_minu(leftElement,
rightElement));
theArray[rightld_c2]=__builtin_c2_xor(cse_c2,
__builtin_c2_minu(leftElement_c2,
rightElement_c2));

19




Preliminary Experimental Result

BitonicSort Sorts 1024 values. 1.8
e 02+CWD m 02+CWD

Performs Discrete Cosine 14
DCT Transform for block of size 8x8 1'2 |
in a 64x64 matrix. '

o
>
g 1]
: : 2 0.8 -
. Calculates Eigen Value intervals &
EigenValue 0.6 -
of two values.
0.4 -
i 0.2 -
FastWalshTransform Applies Fast Walsh Transform on
1024 elements. 0 -

S

\o@ & 0&‘

\)\,6 ‘2&%6
NS NGNS

- o 0
Histogram Both are parts of RadixSort with g ‘3‘%24 we

o\
Permute 1024 elements. A

A Six kernels from of ATltestsuitenvere evaluated on
PAC DSP.

—AQompare to kernels compiled with O2.
1| Average speedup from29
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Outline

APrevious Work on Front-End

AStatus on Supporting OpenCL for GPU
APreliminary Experimental Result
ASummary
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OpenCL Front-End
ASyntax parsing by compiler

I Address qualifier

I Vector
___kernel void add( _ global float4 *a,
__global float4 *b,
__global float4 *c)
{
int gid = (0);
float4 a, b:

a = (float4) (1.0, 2.0, 3.0, 4.0) ;
b.Xyzw = a.xxyy;
c[gid] = a[gid] + b[gid] * b

23




A Support OpenCL qualifiers

Address Qualifier Parsing

I global, local, constant, private ,and _ kernel

| kernel void test( _ global int a ){
__constant int b = 3;
~ local int c;

c=a+ b;

SYMTAB for test: level 2, st 3, label 8@, preg

@, inito @, st attr ©

Symbols:

[1]: a <2,1> Variable of type .predef 14 (#4, I4)

Address: @(a<2,1>) Alignment;

4 bytes

Flags: ©x00000020 value parm

__global, | XLOCAL

Sclass: FORMAL

[2]: b <2,2> Variable of type .predef 14 (#4, I4)

Address: 0(b<2,2>) Alignment:

Flags: ©x00000000] constant

Sclass: AUTO

Sclass: AUTO

4 bytes
XLOCAL

[3]: ¢ <2,3> Variable of type .predef 14 (#4, 14)
Address: 0(c<2,3>) Alignment:
Flags: 0x00000000| local,] XLOCAL 24

4 bytes




Vector Parsing
A Vector Binary Operation

El test ! joe = X
HE RE R IR SE SE A

HE mE WR IhEE £ R AW

T n I e.cl =
float foo()
float foo() [
i . ., _ floata a = (floatd) (3.6, 5.8, 7.8, 9.0):
oat4 a = (floatd)(3.6, 5.6, 7.6, 9.8); float4 b = (floatd)(2.6, 4.9, 6.8, 8.0);
J - float4 c,d;
I - c =1.5;
B otest: jee R d=a®*h + ¢;
I ] ¢ sh <2
] test 1HE REE R TERm &% & 9
B w8 ame R v e e BT T L, gy O R
LOC @ 6 source fTiles: 1 "/home/ovn/openCL/test/e. 1" |« BODY R WE BR EEE® »
FUNC_ENTRY <1,58, foo> {line: 23} BLOCK [line: 8} INITOS: B
BODY END_BLOCK [1]: a.init (0x202):
BLOCK {line: 6} BELOCK {line: 8} BLOCK:
END_BLOCK END_BLOCK BLOCK:
BLOCK {line: 681} BLOCK {line: 2} VAL: 3.000000
END_ELOCK PRAGMA G 120 c:nul]__-s_t:- 8 (BxB) # PREAMBLE_END f{1i| VAL: 5.00RARA
oLock (1ine: 2 ED 0 oz e e rionnie T i 1o
PRAGMA @ 120 <null-st> @ (0x0) # PREAMBLE_EMD {line: 2} o o . : VAL: 9.000600
= Tt T2 1 > MMLDID ¢ <2, ,4,b.initx> T<53,float4,_16> ENDBLOCK
MMLDID 6 <2,2,a.1nit> T<&3, float4, 16 MSTID 6 <2,3,b> T<53,float4,16> [line: 4}
MSTID 6 <2,1,a> T<53, float4,16> {line: 3} MMLDID ® =2,7,.init> T=B3, float4, 16> ENDBLOCK
RETURN [Tine: 37 MSTID 8 <2,5,c> T<63,floatd,16> {line: &1 [;]L(:)cﬁ:lnlt (9x4062) :
END_BLOCK . P V16FAV1GFALDID 6 <2,1,a> T<53, float4,16> <fiel :
[ovn@knight test]$ | BE R AR GERW EER > VI6FAVIGFALDID © <23, b> T<53, floatd, 16> <fiel: BLOCK:
| B VAL: 2.060600
= test @ bash INITOS: V16FAV16FALDID 0 <2,5,¢> T<53, float4, 16> =field| VAL: 4.000000
WHIRL [1]: a.init (6x202): V1GE 4ADD ) ) VAL: 6.060000
BLOCK: V16FASTID @ <2,6,d> T<53, float4,16> <field_id:6>  VAL: 8.000000
: RETURN {line: 7} ENDBLOCK
BLOCK: END_BLOCK EMDRL OCK
VAL: 3.000000 [ovn@knight test]$ ] [3]: .init (6x762):
YAL: 5. 000000 - ] toct | kach BLOCK :
VAL: 7.606000 = BLOCK : =
VAL: 9.000000 VAL: 1.50660606
WHIRL VAL: 1.560600
ENDBLOCK VAL: 1.500000
ENDBLOCK VAL: 1.500600
‘ 2. , . ENDBLOCK
Symtab it : bach g ENDBLOCK

Symtab Bost : besh |



Previous Experiment

A 4-core x86 CPU , Linux OS, ATI SDK

A We took some OpenCL sample programs from
ATI SDK to verify the correctness.

Program Result

BinomialOption PASS
BitonicSort PASS
DCT PASS
EigenValue PASS
MatrixMultiplication PASS
Mandelbrot PASS
NBody PASS




Open64 Support OpenCL for GPUs

AModify the GCC frontend of Open64
AAdd target instructions

AChange the behaviors of WHIRL lowering anc
optimizations

ACGIR expansion and optimization

ABuilt-in functions or libraries

27




. . h
Add Required Instructions |

A Arithmetic Instructions
I 1add, imul, imad, ishl, ishr, inegate, iand, ior, ixor, inot, ie

il ge, 11 t, wuge, wult, umad,
A Float Instructions
fadd, sub, eq, ne, dge, | t

A Flow Control Instructions

I call, ret, ret_dyn, if logicalz, if logicalnz, else, endif,
whil el oop, endl oop, break

A Evergreen GPU Series Memory Controls

I uav_raw load id, uav_raw store id, Ids load vec id,
| ds store vec 1 de

28




C program

float a,b:
b=a*Db;

)

CGIR Expansion

CGIR

TN21 mul TN20 TN21

I OpenCL vector operation

OpenCL program CGIR
float4 a,b; mm) | TN21.x_ mul TN20.y TN21.:
\ b.x=a.y * b.z;

)

Assembly

A Add the ability in OP to select register components.
I Traditional scalar operation in C language

mul rl, r2, rl

Assembly l

mul rl.x__ , r2.y, rl.z

29



AT

WHIRL Lowering

A For Flow Control Statements
L doesnodt

have |

ump

T It uselF-ELSEENDIF or WHILELOOP-ENDLOOP
Instruction blocks for flow control.

I We have to presenié-THEN-ELSEENDIF and

WHILE DO-BODY WHIRL nodes for CGIR expansion.

if (@a==0) {
statement A
}
else if (b==0) {
statement B
}
else {
statement C

}

%f-

= Fig 1. C program

compare a, Q

truth false
br DR
Basic BlockA

compare b, 0

Basic BlockB

Basic BlockC

if logicalz a
Basic Block A
else
if logicalz b
Basic Block B
else
Basic Block C
endif
endif

Fig 2. Traditional Compiler

Fig 3. ATI IL 30
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WHIRL Lowering

A For vector operations

I OpenCL vectors have similar properties like union and struct.

i While | owering WHILE, we don
LOWER_MLDID_MSTID for better performance.

) test © gdb -] X
void foo( ) { RE R BA GERM 2B BT 59
— . U4LDA © <2,2,a.1nit> T<36,anon_ptr., b 4= -
ﬂoat4 a= (float4)(10, 20’ 30’ 40»’ U4STID 41 <1.,4, .preg_U4= T<8, predef_U4,4> # =preg= {lin
} U4LDA O <=2,1,a> T<36,anon_ptr. , 4=

U4STID 42 <1.,4, .preg_U4> T<8, predef_U4,4= # =preg= {lin

= o U4U4LDID 41 <1.,4, .preg_U4= T<8, predef_U4,4= &# <preg=
=] test . &

= X U4U4IL0AD © T<8,.predef_U4,16> T<37,anon_ptr.,4=
HE RE R ks SF SRE SN U4U4LDID 42 <1.,4, .preg_U4= T<8, predef_U4,4= # =preg=
BLOCK {line: 2%} «  U4ISTORE O T=37,anon_ptr.,4= {line: 3}
FRAGMA © 120 <null-st= O (Ox0) # PREAMBLE_END U4U4LDID 41 <1.,4, . preg_U4= T<8, predef_U4,4= # <preg=
MMLDID @ <2.,2.,a.1init= T<34,floatd4,16= U4U4ILOAD 4 T<8, predef_U4,16= T<37,anon_ptr.,4=
MSTID 0 =2,1,a= T<34,float4,16> {line: 3} . U4u4LDID 42 <1,4, .preg_U4= T<8, predef_U4,4> # <preg=>
RETURN {line: 3} - U4ISTORE 4 T<37,anon_ptr.,4= {line: 3}
test ° bash T o x preg_U4= T<8, predef_U4,4> # <preg=
- p — edef_U4,16> T<37,anon_ptr., 4=
B ME BR EEREM SR BT KR yreg_U4= T<8, .predef_U4,4> # =preg=
HEET gll lit 1 110, 1065353216, 1077936128, 1084227584, 1088421888 i 1_pEtr., 4> {line: 3}
mgv_réieriim ' ’ ' ' preg_U4> T<8, .predef_U4,4> # <preg=
=T dyn’ yredef_U4,16> T=37,anon_ptr. , 4=
endfunc . foo yreg_U4d= T<8, .predef_U4,4> # <preg=> .
: ARGSTART : foo $n_ptr., 4> {line: 3} .

| test ¢ hash

- x E——

*




Add Intrinsic Functions

Alt seems that ATI SDK can do IPA, inline, or link time
optimizatons on some builh functions. (not very sure

AWe support intrinsic for some built functions

I get_global id(), get local id(), get group_id(),
get gl obal size( ), get | o

test . zdb -] X

e R B R FE OSE SN
U4INTCONST O (Ox@)

U4PARM 2 T<8,.predef_U4,4> # by_value 2 01 =0 X
U4INTRINSIC_CALL <821 ,GET_GLOBAL_ID= 126 |# flags Ox7e {111 #=E & HBE dREH S8 Sx HB
U4u4LDID 1 <1,2,.preg_I4= T<8, . predef_U4,4> # $ril -
U4STID 84 <1.4, preg_U4> T{B,-predef_ufl,‘l}W[ 4] TNB178.x :- mov TN1O22(rie021).x ;
U4U4LDID 84 <1.,4, .preg_U4= T<8, predef_U4 test - zdb [ 4] TNB179.x - mov TNG178.x ; copy
T4U4CvT BE ®8E R E [ 4] - ret_dyn .
I4S5TID 0 <2,1,a> T<4,.predef_I4,4>= {line: ¢ a -
RETURN {line: 4 4] TN6178 -
{ ’ % 4} TNGL79 :- -endp | |
| [ test & gdb % :H $ES%??) s i
- ri).» 1o
[ 4] THZ2(r1) .» S} - test - gdb % fopnd=
[ 4] TN2(rl).x :- cmov_loglcal INblsY.Z INLUZZ(rlWzl).Z IMNZ(rl).x<oefopnd=> ;
[ 4] TNG180.x___ - mov TNZ2(rl).x ; copy
[ 4] TN6181.x___ :- mov TNG1BO.x , copy
[ 4] - ret_dyn ; .
o tast | gdb x




Math Function Overloading

A Some of the builtn math functions can take scalar or vector

arguments.

[ =Vl .nction Description

gentype exp (gentype x)  Compute the base exponential of x.

gentype log (gentype Xx) Compute natural logarithm.

gentype sqrt (gentype x)  Compute square root.

I The function names are the same but the internal implementatic

are different for scalar and vector versions.

I We implement a crude form of function overloading before regu

type checking.

I Either modify resolve_overloaded_ builtin( ) or use the target ma

TARGET_RESOLVE_OVERLOADED_BUILTIN.
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Meaningful Comment

A Generate some information in the comments to
communicate with the host runtime library.

OpenCL Target Device Host

OpenCL progra Runtime Library

= test © joe - ] X

BE RE B Thkm FE SX HW
IW NBody_Kernels.s (asm) <

1l

E] MatrixMultiplication @ joe

= mE OB AR SE S W
I A mmmkernel local Redwood.il (skiljs -~

= e e

ERdmain

1.

34
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Compiler Optimization

A Reduce Redundant Literal Declaration

floatd inRand = Array[0]
floatd s = (1.0f inRand) * 30.0f + inRand * 5.0f;
floatd x = (5.0fi inRand) * 1.0f + inRand * 30.0f;

HE &HE BR ThED FE SR RY

I'w g.s (asm) : T

mov r2i1.x . FS.x Tw g.s (asm) Row 50 Col 4@ 3:34 Ctrl-K H for helpii

uav_raw_load_id(1) r22, r2i.x dcl_literal 110, 1084227584, 1084227584, 1084227584, 1084227584

mov r23, r22 dcl_literal 111, 1106247680, 1106247680, 1106247680, 1106247630

dcl literal 110, 1065353216, 1065{ dcl_literal 112, 1065353216, 1065353216, 1065353216, 1065353216

sub r24, 110, r23 mov r2l.x ,_r5.><

dcl literal 111, 1106247680, 1106] uav_raw_load_id(1) r22, r21.x

mul r25, r24, 111 moy r23, r22

dcl_literal 112, 1084227584, 1084] sub r24, 112, r23

mul r26, r23, 112 mul r25, r24, 111

add r27, r25, r26 mul r2é, r23, 110

mov r28, r27 add r27, r25, r2g

dcl_literal 113, 1084227584, 1084] Mov r2s, rzv

sub r29, 113, r23 sub r2g, 110, r2s

dcl_literal 114, 1065353216, ie@ss{ mul r3e, r2g, 112

mul r3e@, rzo, 114 mul r31, r23, li1
— dcl literal 115, 1106247680, 110s] add r32, r30, r3i B
< omul r31, r23, 115 mov r33, r3z =
i add r3z, r3o, r3i ] rest | joe .
p; % mov r33, r3z M
FA =

n &l = test | joe = 35




On-Going Work at -O1

A Current EBO is not aware of register components.

A Many of the optimizations in EBO will be failed.

I Copy Propagation
I Common Expression Eli
I Dead Code Elimination

Vd

I é

mination

OP1: mov TN20.x__ , TN21.x
OP2: mov TN20. y , TN22,y

OP2 only redefine y component
of TN20.
/\

OP3: mul TN23, TN24, TN20.x

ﬁ TN20.x comes from OP1 not OP2. ]
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On-Going Work at -O1
A Register Sultomponent Aggregation

=] test : joe - [0 X

HE RE BRI FE ORE SN
I A g.c (Modified)(c) 7} .01 5] 5:25 Ctrl-K H for helpliis
void foo()
{

float4 sum@, tempA®, tempBO;

tempA@ = (float4)(0);
tempBO = (float4)(0),;

s5um@.x = templO.x tempBO.x + tempAQ.y * tempBO.x + tempAQ.z * tempBO.x + tempAd.w
sum@.y = tempAQ.x * tempBO.y + tempA®.y * tempBO.y + tempAQ.z * tempBO.y + tempAld.w
sum@.z = tempAQ.x * tempB@.z + tempA®.y * tempBQ.z + tempAl.z * tempBO.z + tempAl.w
sumid.w = tempAQ.x * tempBO.w + tempA®.y * tempBOQ.w + tempAl.z * tempBO.w + tempAQ.w .
il -
Fig 1. OpenCL program x
El test : joe - [ X
HE RE BR EREM 2 SR SR
Iw ¢ M ) =
mul r23. x , r22.x, r2l.y
mad r24.x__ , r22.x, r2l.x, r23.x
mad r25.x___, r22.x, r2l.z, r24.x E] test : joe - %
mad r26.x__ , r22.x, r2l.w, r25.x o P e &
mov r27.x ., r26.x EisES ’EH ﬁ?ﬁ EIEIE =HE FE &AW
mul r28.x%___, r22.y, r2i.y I'w 1.5 |:_r"'1':“lel':f =
mad r29.x___, r22.y, r2l.x, r28.x mul r23, r22.xxxx, rz2i
mad r30.x , F22.y, r21.z, r2o.x mad r24, r22.yyyy, r2l, r23
mad r31.x___, r2z.y, r2l.w, r3o0.x mad r25, r22.zzzz, r2l, r24
mov rz27._y__, r3l.x mad r26, r22.wwww, r2i, r2s
mul r32.x , r2z.z, r2l.y mov r27, ros I .
mad r33.x , r22.z, r2l.x, r3z2.x =
mad r34.x___ , r22.z, r2l.z, r33.x
mad r3s.x__, r22.z, rzl.w, r3s.x Fig 3. IL code after aggregation
mov r27.__z_, r35.x% el
mul r36.x , r22.w, r2l.y
mad r37.x___, r22.w, r2l.x, r36.x
mad r38.x , r22.w, r2l.z, r37.x
mad r39.x , 220w, r21.w, r38.x
S mov r27.__ w, r39.x [ | . 37

Fig 2. IL code without aggregation



On-Going Work at -O2

A Loop Unrolling

I According to thdmage Convolution tutoriat the ATI
Stream SDK v2 product padepop Unrollingcan reduce the
computation time for OpenCL programs.

A Branch Divergence
I Probability Analysis
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Runtime Compilation Flow (1)
A ATI Stream SDK 2.1

kernel.bc

kernel.cl

kernel.il Postoptimizer

KAPosto ptimize
optimize our il file.

Awe cannot take the
benefit form ATI 0s p

0 e s n |kernel optimized.il

optimizer.
\_
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Runtime Compilation Flow (2)

AATI Stream SDK 2.3
ITDoesnot l nvoke externa

I Currently, we have no way to experiment on ATI
Stream SDK 2.3.
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Experiment

A ATI Radeon HD5670
A OpenCL samples from ATl SDK

Benchmarks Description

Binary Search
BinomialOption

DCT

DwtHaarlD
EigenValue
FastWalshTransform
FloydWarshall
MatrixMultiplication

PrefixSum

. Reduction

| NBody

Find the position of a given element in a sorted array

The Binomial Option pricing for European Options

A common transform for compressions of 1D and 2D signals

Calculate decomposed signal by using 1D Haar wavelet decomposition
Calculate the eigenvalues of a tridiagonal symmetric matrix

An efficientalgorithm to compute thé/alsii Hadamard transform
Calculates the shortest path between each pair of nodes

Multiply a pair of matrices and produce another matrix

Uses a balanced tree algorithmstonthe prefixes of the input sequence.

Reduce the input array block to a single value. Then, write this value to
output and reduces the block sums to a final result.

Simulation of particles under the influence of physical forces




iadd r137.x .

rgé4.x,

mov ri138.x, chO[0].x

umad r139.x .
umad r140.x .
uav_raw_load_id(1) ri41,

mov
mul
mad
mad
mad
add
mov
mul
mad
mad
mad
add
mov
mul
mad
mad
mad
add
mov
mul
mad
mad
mad
add
mov
mul

ri42, ridl
ri43.x .
rid4.x .
rid4s.x .
ri46. x .
ri47.x .
rig.x__ ,

ri48.x__ ,
ri49.x_  ,
rise.x__ ,
risil.x__ ,
risz2.x__ ,
rigs._y_ ,

ris3.x__ ,
ris4.x_
riss.x__ ,
rise.x__ ,
risrs.x__ ,
rig._ z_,

ris8.x__ ,
ris9o.x_  ,
rigo.x__ ,
rigl.x__ ,
rig2.x__ ,
rig._  w,

ri63.x__ ,

ri37.x, ril3B.x, r83.x
ri39.x, 112, r22.x
ridqo.x

ri3o.x, r9s5.y

r9s5.x, rl24.x, rl43.x
ri36.x, r95.z, rl44.x
ri42.x, r95.w, rl45.x
r3s.x, rld46.x

rid7.x

ros5.y, rl3o.y

r9s5.x, rl24.y, rld48.x
ri36.y, r95.z, rl49.x
ri42.y, r95.w, rl150.x
ris.y, rilsl.x

ris2.x
ros5.y, ri3n.z
r9s5.x, rl24.z, rl153.x
r9s5.z, rl36.z, rl54.x
ri42.z, r95.w, rl155.x
ris.z, rls6.x

ris7.x
ros5.y, ril3o.w
r9s5.x, rl24.w, rl158.x
r9s5.z, rl3i6é.w, ri159.x
ro5.w, rld42.w, rl60.x
ris.w, rl6l.x

rig2.x
ri3o.x, rlo3d.y

[ .. Hultiplication @ joe

111.x

IL Code Snapshot

slication :

Joe <23

ATI SDK

mul_ieee
add r211.
mul_ieee
add r211.
mul_ieee
add r211.
mov r2i12,

mov r2i1i,

iadd ri192,

mul_ieee
mul_ieee
add r211.
mul_ieee
add r211.
mul_ieee
add r211.
mov rz2lz,
add r211.

iadd ri192,

mul_ieee
mul_ieee
add ri9e.
mul_ieee
add ri19o.
mul_ieee
add ri9e.
mov r193,
add ri19o.

iadd rz200,

mov rl9o,

el FE OEE AW

I A mmmKernel local Redwood.il (ski

r212.x , F204 . xXxXxx,

X

X

 ——
r212.x___,
X

r212.x___,

r

—_

r211. xxxx,
r211. xxxx,

r211. xxxx,

ri93.x000
add r211.x .

r212. xxxx,

r212.

r208.xxxx,

r2i2.

r200.XxXxx,

r212.

r2il.

r211. xxxx

r211.x ;
r212.x__ ,
x—i‘
r212.x__ ,
x—i’
r212.x__ ,
x—i‘

ri93. zo0o
X___ , r212

rioe.x__ ,
r204.x___ ,
X, rigo
r204.x__ ,
X__ ., rl1ao
r200.x___ ,
X___, riso

r193.yooo
X__ ., ri193

riogg. xeo0o

[ .. Hultiplication @ joe

r211. xyzo,

r211. xxxx,
r211. xxxx,

r211. xxxx,

r192. xyow,

r192.x0zw,

ri9z2.
r190.xxxx,
r204.xxxx,

r208. xxxx,

r200.XxXxxx,

 XXXX,

r190.xxxx,
r204.xxxx,
 KXXX,
r208.xxxx,
CXXXX,
r200.XxXxxx,
 KXXX,

CXXXX,
ri19o.

r2i2.

r212.

r2i2.

r211.

r2l11.00xe

r204.

rzo4.

r200.

r19o.
x00

r218.

XXXX

rz219.

KAXX

r220.

XXXX

KAXX

rz2iys.
r222.

KAXX

r223.

XXXX

r226.

KAXX

XXXX

r206.
r2ol.

XXXX

r209.

KAXX

r205.

XXXX

KAXX

E



Experiment Result

A Performance comparison for GPU backend between ATl SDK
2.3 and Open64 a0 optimization level with ATl SDK 2.1
runtime.

Speedup

B ATI SDK
® Open64
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Summary

A Support OpenCL based on Open64
I Previous work on frorénd and X86 backnd.
I WHIRL and CGIR modification for ATI GPU.
I Intrinsics and overloading for buiih functions.
I Optimization Issues.

A Experiment Result
I The compiler can pass many ATl SDK samples.
I We have to do more optimizations.
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[ 2011 Open64 Tutorial/Workshop ’

Variance Analysis for GPU

Ming - Yu Hung
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Outline

AWhat is divergence in GPU kernel.

AVariance analysis for GPU.

I Detect the divergences in GPU kernel.
I Possible optimizations for boosting the
performance of kernel.

AAn aided analysis tool for variance analysis.

I Probabillistic pointer analysis (PPA) based on
SSA which is implemented in Open64.

| Variance analyzer can deal with pointer case
- |and obtain variance probability.
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Phenomenon of Divergences in GPU

A GPU executes threads in groups parallelly called
warps (Nvidia) or wavefronts (ATI).

AA warp or wavefront executes one common
Instruction at a time.

AIf threads of a warp diverge via a conditional branch,
the warp serially executes taken branch and disable
threads that are on ndaaken path.

I Slow down the execution.

A Branch divergence occurs only within a warp;
different warps execute independently.
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Modify ATempl a

Original

{

}

kernel void templateKernel(__global unsigned int * output,
global unsigned int * input, const  unsigned int multiplier)

uint tid = get_global_id(0);
output[tid] = input[tid] * multiplier;

Handmade Examples For Observing
Divergences

ted example from AT
No divergence—
uint tid = get_global_id(0);
/lworkload

for(int i =0 ; i<100000;i++)

output[tid] = input[tid] * (multiplier+1); //workload

divergence 3<—

divergence 2<

uint tid = get_global_id(0);
switch (tid%2)
{

case O:
for(int i =0 ; i<100000;i++)
output[tid] = input[tid] * (multiplier+1);
break;
case 1:
for(int i =0 ; i<100000;i++)
output[tid] = input[tid] * (multiplier+2);

uint tid = get_global_id(0);
switch (tid%3)
{

case 0O:
for(int i =0 ; i<100000;i++)
output[tid] = input[tid] * (multiplier+1);
break;
case 1:
for(int i =0 ; i<100000;i++)
output[tid] = input[tid] * (multiplier+2);
break;
case 2:
for(int i =0 ; i<100000;i++)
output[tid] = input[tid] * (multiplier+3);

}
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7

A Observation:
I Divergence in GPU

" More number of branche

" Want to detect the

A Wavefront Executes One Common
Instruction at a Time

A

affects the performance
lot.

decrease the performan
more, and it is double
even triple execution

time than no divergence,

occurring of divergence
and perform

A

0
me

Executioani

optimizations if

3.5

2.5

15

0.5

Number of Branches VS. Execution

B No divergencell Divergence 2 Divergence

necessary.

Measured by ATI Stream Profiler 2.1
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vergence Only Occurs Within a Wavefrom
ssume 32 threads in a wavefroHf; 19~ 9¢-g/o0al_dO)
{

witch ((tid/ 8)%2) //divergences in a wavefront

O .. 7 8¢é 1516 ., 2324 ., 31 case O:
e
o e TR TTERER || ooy
runs case0 . p 124.9 ms
. a thread }
runs casel
uint tid = get_global_id(0);
TN B0 .. 7 86 1516..2324 .. 31 switch ((tid/ 32)%2)//no divergences in a wavefrong
. . " ;
case O:
HEEEEEEEE RN .
\ break;
\ é case 1:
\ © 63.9 ms

Aottom example get ~2x speedup than upper one, and
IS the same execution time with handmade no divergenc




i __kernel void templateKernel(
| __global unsigned int * output,

/

__global unsigned int * input,
const unsigned int multiplier)
{
uintu,v, *p, *q;
u= get_global _id(0)y=0;
p=&u;
q=&v;
Whil e( é) {
if(..)
P=d,
else
q=p,
}
switch (*p/32%2)
{
case O:
e
break;
case 1:

.
}

Variant Factor (VF) A

A From previous observations,
divergence is controlled by the
conditional part, and we call it as
variant factor.

A *p/32%2is a VF in this example.

A In OpenCL programming model, VF
IS composed of different hierarchical
data or buildin functions and they
can form as scalar or pointer (PPAis
needed).

A Some of the components are variant
and some are invariant. Ex: constant
data is invariant, but
get_global id(0) is variant.

A Analyze VF is variance analysis.
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Possible Optimization Can be Applied A

According to Variance Information
AVF transformation.
I Avoid from divergences within a wavefront.

I As previous slide shown that controls the continuit
threads Iin a wavefront to execute the same codes

Alf merging.

I Depend on the variance or invarince of a kernel,
move the sequential codes out e$ifucture or into

IT.
If(condition) If(condition) If(condition){
At Bt At
clse clse Sequential codes
Bt}
Al Bt elsef Invariant preference style
Cener) |Sequential codes Af
Variant preference style :fe}quennal codes 52




Probabilistic Pointer Analysis (PPA)
Based on SSA

APPA is introduced.
| Because of VF containing pointers.

I Not only variant/invariant can be analyzed, but also
orobabillistic variance information can be reported.

I Possible optimizations for kernels in GPU need
probability information to do better decisions.
ADecide by a cost model.
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What Does PPA Do?

ATraditional pointsto analysis.

I Definitely-pointsto relationships.
AHold for all executions.

I Possiblypointsto relationships.
AMight hold for some executions.

APossiblypointsto contains too much ambiguou
Information, so PPA wants to quantify this
relationship.

AThe quantified information can help compiler c
aggressive optimization.
I EX: speculative execution, VF analysis.
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Probabilistic Pointer Analysis

ADefinition.

I At every program poimng, for every pointdo
relationship, sagp, vq a probability function is
computed:

E(s,ap,v9
E(s)
E(s): the number of timesis visited.
E(s, 3, vd: the number of time#, vois held at.

P(s,ap,v0 =
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Two Versions of PPA Frameworks

A PPA was first implemented in SUIF by data flow
method, and then implemented in Open64 by SSA.

e | T  —
9 Control-Flow Sciemiﬁc Gmph GAIIN:’(;us)smbO'E
Graph Library Library Library 1 ystem

SUIF1 System \)/ :
peobability for
-~ = == exch basic block

Low SUIF SPAN
Intermediate Format (location set front-end)

SUIF

Probabilistic Points-to Analyzer (PPA)

S by VCG
PPA-P

static probability assigned to runtime path profiling

each outgoing edge of CFG information

A

Interprocedural PPA, IEEE TPDS 2004, P.S.Chen & Lee.
[WoPT phase

PP
Backtrace ReduceGraph
algorithm algorithm
Open64 —~5SA form

i target
Static/prafling ] A directed Analysis
execution frequencies [ weighted graph ] [ and locations

PPA
results

Open64

56
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Visual Procedures of PPA 1/2

int* foodint® g, int* g}

| .

| 12 a0k &y, vy
20 = &y

| g &y
d: whialel_..5
31 pe= Py, py)

A

62 gz = Wy 44)

T

B ifi)

N A directed Analysis target
1 alze [ waighted graph ] [ and locations
11: 5= e

12: py= @py.

15 gs= @G §1)
4

15: o= dip, e
T6: g™ g qed

k, e, and vy, i
maintain the explicit define-use
17 information.
18: *p.=...; ; m | . . | 2
= () [T T nalysis target is p; at line20.

e xw) MBacktrace algorithm traces on
s#ars) CFG as dotted line moving.
(V) i function candidate -

20 meturn Psi TP L

(a) SSA with ¥ and p {b) Backtrace

s 3\ Y, \
RO A
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Visual Procedures of PPA 2/2

(d)Reduced PRG

PPA

Backtrace
algorithm

CFG
A directed Analysis target
stilpro q","'"mgn ies ) weighted graph [ Fi==r,

A PRG is generated by Backtrace
algorithm visiting related pointers
and locations.

A ReduceGraph algorithm compacts
PRG as reduced PRG.



Considered Statements

APointsto location(s).
APointers aliased.
Alndirect store/load statements.

APointer is updated by function and pointer as
parameter are discussed for interprocedural ¢

Program normalization in C style. p, and 4 are pointers, v is a scalar variable, and A is an
array of scalars

Points-to Location p = &v, p = malloc(), p = LAlaffine-index|, p = A, p = function pointer
Pointers Aliased 1 = q + (affine-offset)

Updated by Function | p = fool)

Pointer Parameter pointer-type fooltype #p ,_..)

Indirect Store =, — ==,

Indirect Load p=ckg, p=g— =
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44V Details:Construct a PRG by Backtrace A
V; Algorithm

I 1 e ( €) {Relations Graph (node is represented by SSA ID).
f(e) " Rednode means phi function in SSABacktrace algorithm
P=d; ' # means Unique ID. in SSA.
else S
o=p; oomee |
end if Int ps q1 u1 V1
1 pP=&uU;
P q=&V;
while(é)
i f(é)
P=d;
\ else
\ q:p1
end if
Jv/\f/\/l/l }
> * — A
g_ _Target: P - €, 4
pointer p //analysis target 60

at BBO.



